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Context and preliminaries

Natural Language Processing

@ How to automatically process human language by
computers?

Typical applications

@ Natural language understanding (NLU)
@ Natural language generation (NLG)
~ @ Translation
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Context and preliminaries

Language representation problem

Word representation
@ One-hot-encoding: Each word in a vocabulary of n words
is represented by a single binary variable.
@ A sentence is represented by a vector where very few
variables have value 1.

@ The word order is lost in the representation.
@ Very large vectors are required.
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Context and preliminaries

Language representation problem

Word embbedings

@ Each word of a given corpus is encoded by a vector of real
values.

@ Several NLP tasks can be efficiently implemented on it.

Other advantages

@ Simple vector algebraic operations can capture some
semantics encoded in the vector space.
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Context and preliminaries

Language representation problem

[ word [ x0 [ xI [ x2 |
boy 080 | 1.1 | -1.13

amazing | -1.14 | -0.1 | -0.92

honest 2.01 -0.5 | 1.42
good 0.75 1.8 | -0.09
bad -0.1 -2.1 1.34

Table: Examples of embeddings in three dimensions.
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Context and preliminaries

Learning word embeddings
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Figure: Continuous Bag-of-Words (CBOW) model as proposed in
(Mikolov et al:2013).
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Context and preliminaries

Learning word embeddings

@ A feed-forward neural net language model (Bengio et al: 2013) with a number of
added changes.

@ Given the surrounding words, learns the word most likely to be in the center.
@ The hidden layer has been removed
@ Very efficient for learning from millions of words.

Other models: Skip-gram
@ Learns to predict the surrounding words of a given word in a sentence.
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Semantic spaces

Semantic spaces

Word embeddings

@ Regularities can be manifested as constant vector offsets between pairs of
words sharing a particular relationship.

@ Semantic relationships: Gender-inflections, Geographical relationships, etc. can
be recovered.

-

Relationships captured by embeddings

@ We use W to represent the vector representation of the word W.

@ Example 1: geckos — gecko ~ ants — ant.
@ Example 2: king — mah + womah = queeh

A\
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Semantic spaces

Algebraic operation as a GP program

R. Santana Survival analysis of evolutionary algorithms




Semantic spaces

Algebraic operation as a GP program
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Semantic spaces

Paper’s questions

Main question

@ Can other types of algebraic operations between
embeddings support more precise semantic relationships
or unearth more complex or subtle relationships hidden in
the semantic spaces.

Proposal

@ We propose to automatically find such relationships using
genetic programming (Koza:1992) .
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Semantic spaces

Paper’s questions

@ Use GP to find a sequence of word vector operations that captures a semantic

relationship implicitly encoded in a set of training examples.
»

Case problem: Proposal

@ Analogy task: Consists of answering a question such as: “aisto b as cis to ?”.
@ Example: Tokyo is to Japan as Bangkok is to XXXX ?
@ A correct answer is the exact word that would fit the analogy.

-

GP objective

@ Produce a vector whose closest word in the corpus is the one that correctly
answers the question.

A\
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Semantic spaces

Word analogy task examples

[ Group | word1 | word2 [ word3 [ Answer |
4 boy girl sons daughters
5 amazing | amazingly slow slowly
6 honest dishonest | known unknown
7 bad worse old older
8 bad worst good best
9 code coding walk walking
11 dancing danced feeding fed
12 banana bananas car cars
13 decrease | decreases say says

Table: Examples of questions in the word analogy task.
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Implementation

Generation of the embeddings

@ We use text8.zip corpus, extracted from the English Wikipedia. It comprises
71291 words.

@ The original word2vec implementation of (Mikolov et al:2013).
@ CBOW network is trained from the corpus to generate embeddings.

Parameter || vector size | Window | negative | hs
Value 200 8 25 0

Parameter sample threads binary iter
value 1e-4 6 1 15

Table: Parameters used by word2vec to train the CBOW model.
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Implementation

Problem benchmark: word analogy task

[ Group | Name [ Ngorig | Nq |
4 family (gender inflections) 506 305
5 gram1-adjective-to-adverb 992 755
6 gram2-opposite 812 305
7 gram3-comparative 1332 | 1259
8 gram4-superlative 1122 505
9 gramb5-present-participle 1056 991
11 gram7-past-tense 1560 | 1331
12 gram8-plural (nouns) 1332 991
13 gram9-plural-verbs 870 649

Table: Description of the word analogy task benchmark, where Nqo/ig
is the number of questions in the original database and Nq is the
number of question after removing those words that do not appear in
shortened corpus.
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Implementation

Solution representation

Operators

@ A solution is a sequence of algebraic operations represented as trees.
@ Each tree receives three vectors as input (terminal).
@ The three outputs a single vector.

[ B Jwopv ] U [ opw [[ U ] opw |
add w+Vv neg —-w Roll (Wo -+, wn, wy)
sub w—v diff 1+w Rint int(w)
mul wxv || abs | abs(w) Half Tw

saveDiv | w%v cos | cos(w) Norm m

sin sin(w) Logip | log(1 + Norm(w))
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Implementation

Problem representation

Example solution
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Implementation

Description of the GP approach

@ Tree-based genetic programming.

Truncation selection.

Uniform mutation (a subtree is replaced by another random subtree) (pm = 0.5).
One point crossover (pex = 0.5).

Population size N = 500.

Stop criterion maximum number (ngen = 250) of generations.
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Implementation

Description of the GP approach

@ FO0: Finding the word in CBOX that is closest to ANS. The final fitness is the
proportion of questions in the training set that were correctly answered.

. ot
@ Limited number of function evaluations.
@ Restricted vocabulary size for interrogation. This reduces the computational time
of the fitness function.
@ Partial evaluation: Each program is trained on a fraction ¢ of the questions from
the training set.
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Implementation

Description of the GP approach

@ Early halt: While sequentially evaluating the questions in the (random subset of
the) training set, the program does not complete the evaluation of all questions
and halt if:

A NAN output is generated for any of the questions.
If after at least ten questions have been “answered” the proportion of
correctly answered questions is at some point below 0.05.
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Experiments

Experimental framework

Objectives

@ Determine the quality of the programs generated by GP.

@ Compare GP rgsults with tnose obtained by the application of the linear
algebraic rule d = ¢ — @+ b.

@ Evaluate the transferability of the best programs by applying them to a vector
space comprising 3 - 108 vector.

@ For each fitness function and each group of questions, 30 independent runs of
the algorithms were executed.

@ Intotal, 9 x 30 = 270 executions were conducted.
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Experiments

Group Training set Test set rule

max. | mean max. | mean

84.21 | 82.74 || 83.66 | 82.77 || 77.70
2467 | 21.62 || 26.46 | 21.31 16.16
49.34 | 41.86 || 50.98 | 41.11 24.92
67.09 | 66.00 || 61.27 | 58.62 || 60.44
46.83 | 44.96 || 41.11 | 38.72 || 40.40
48.08 | 45.09 || 44.56 | 39.89 || 36.83
45.71 | 41.97 || 46.70 | 44.47 || 37.94
76.16 | 73.13 || 72.38 | 69.41 66.50
13 49.69 | 40.42 || 38.77 | 32.38 || 34.21
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Experiments

Transferability experiments

@ The best program generated in the last generation of each execution of the GP
algorithm was selected.

@ This set of 270 programs using the word2vec GoogleNews vectors.
@ They have a larger dimension (300 versus 200 in the
text 8 vector space).
© Comprise around 3 million words.

© Contain all words for the 13 original groups of questions
introduced in Mikolov et al:2013.
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Experiments
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Experiments
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Experiments

Best programs
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Conclusions

Conclusions

Conclusions

@ Compositional methods are necessary to extend semantic relationships to
multi-word constructions.

@ We have proposed representing compositional vector operations as simple
programs.

These programs can be automatically learned from data using GP.

@ Programs can be evolved to achieve higher accuracy than the human rules
conceived to manipulate the words.

@ They can be valid for datasets other than those from which they have been
learned, i.e., they are transferable.
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