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ISG group presentation
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ISG group presentation
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ISG group presentation

@ Optimization for Al.
@ Al for Optimization.

@ Natural Language Understanding (NLU)
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Empathic Project

Natural Language Processing

@ How to automatically process human language by computers?

Typical applications

@ Natural language understanding (NLU)

@ Natural language generation (NLG)

@ Translation
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Empathic Project

Empathic Project

Project objectives

® Goal: Building an Expressive, Advanced Virtual Coach to
Improve Independent Healthy-Life-Years of the Elderly.

@ Aims to research, innovate, explore and validate new

interaction paradigms and platforms for future generations of
Personalized Virtual Coaches.

Ij Brinkschulte et al.:2018

The EMPATHIC Project: Building an Expressive, Advanced Virtual Coach to Improve Independent Healthy-Life-Years
of the Elderly.

Innovative Losungen fiir eine alternde Gesellschaft: Konferenzbeitrige der SMARTER LIVES 18,2018
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Empathic Project

Empathic Project
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Empathic Project

Empathic Project

Al problems

@ Multimodal face analytics (computer vision).

Sentiment and emotional state prediction (classification).
Engaging avatar interaction.

Adaptive spoken dialogue systems.

Voice synthetizing algorithms.

¢ © ¢ ¢ ¢

Non-intrusive technologies to extract physiological markers of
emotional states.

@ Causal models for emotionally believable coach-user
interactions.
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Empathic Project
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Empathic Project

Empathic Project

Project components
Architecture |:I
Common Empathic Architecture D D

WebRTC - Recsiver Authentication WebRTG - Displayer

P
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Empathic Project

e NLU componen

-|||||uv ----- I feel sick..
» |Speech recognition > End of turn detection
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~|||||m ...... classification
+ Inform
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v
Textto Natural language = Dialog Manager
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Empathic Project

Empathic Project

The NLU component

@ Goal: Intent and topic classification for four languages:
English, Spanish, French, and Norwegian.

@ In addition, to intent classification, Name Entity Recognition
(NER) associated to relevant questions.

@ Solution 1: Parallel bilingual corpora for training ML models.

@ Solution 2: Using semantic analysis with the Wordnet semantic

network and synsets.

B C. Montenegro, R. Santana, J. A. Lozano:2019

Data generation approaches for topic classification in multilingual spoken dialog systems.
PErvasive Technologies Related to Assistive Environments (PETRA) Conference. 2019. Accepted for publication
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Empathic Project

Empathic Project

The NLU component

Table 7: Labeling examples from wordnet approach.

Sentence Label asigned | Correct
ill eat an apple and get back Nutrition yes

to you

we can cut your leg off Nutrition no

swimming swimming in the
swimming pool

and he s running round
blaming me for the fire

my mother she worked as a
secretary for lord elms before | Social yes
she met my father

all you care about is the house
the house the house

Leisure yes

Leisure no

Social no
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Optimization for Machine Learning

The three components of learning algorithms

Representation
@ Choosing a representation for a classifier influence to a large extent the set of
classifiers that it can learn. This set is called the hypothesis space of the learner.

Evaluation

@ To distinguish between good and poor classifiers at least one criterion is required that
is usually evaluating using an objective function or scoring function.

Optimization
@ The search for the best classifier in the hypothesis space is usually posed as an
optimization problem. The choice of the optimization technique is key to the efficiency

of the learner.

@ P. Domingos

A few useful things to know about machine learning.
Communications of the ACM, , 55(10), 78-87. 2012
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Optimization for Machine Learning

Machine Learning

Machine learning representation paradigms

Probabilistic graphical models

(]

Neural networks
Fuzzy logic

Markov processes

Evolutionary algorithms
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Optimization for Machine Learning

Probabilistic graphical models

A probabilistic graphical model (PGMs) for X = (X1, Xa, ..., Xy)
encodes a graphical factorization of a joint probability distribution
p(x)

@ It has two components:

@ A structure S (e.g. directed acyclic graph for Bayesian networks).
@ A set of local marginal probability values.

@ S represents a set of conditional independence assertions
between the variables.

B P. Larrafiaga, H. Karshenas, C. Bielza, and R. Santana
A review on probabilistic graphical models in evolutionary computation.
Journal of Heuristics. Vol. 12. No. 5. Pp. 795-819. 2012
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Optimization for Machine Learning

Probabilistic graphical models

Bayesian networks
0 a Xi 11 1 2 2 2

Xz 1 2 3 1 2 3
P(X=1 | Xi,X2)| Oant Ouzi Bzt Buar Ousi Bus

o ° P(X-0=2 IXI9X1) 6-012 6422 9432 9442 6452 9462

P(X:=3 | X,,X3) Ous Bus Buz Ous Ousy Ouss
P(X=4 | Xi,X>) Ous Ous Ouzs Ouss Ossy Ouss

° ° P(X4=5|XI»XZ) Oas Ouns Ous Ous Oiss Ouss

(a) Structure (b) Conditional probability table

@ Bayesian network: A probabilistic graphical model in which the graphical
representation is a directed acyclic graph. X; € {1,2}, X; € {1,2,3}, and
X4 € {1,...,5}.
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Optimization for Machine Learning

ML: Example classification problem

Image credits: NASA/JPL/MSSS.
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Optimization for Machine Learning

Machine Learning Problems

Martian sand dunes classification

@ The examples, observations or instances that we want to classify are images from Mars.
@ The classes are: 1) dune, 2) non-dune, 3) unclassifiable,

@ The labeled observations correspond to patches of sand dunes images that have been
classified by experts.

@ The goal of the ML algorithm is to learn to classify future images without human
intervention.

B D. Carrera, L. Bandeira, R. Santana, and J. A. Lozano.

Detection of sand dunes on Mars using a regular vine-based classification approach.
Knowledge Based Systems, Vol 163. Pp. 858-874. 2019.
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Optimization for Machine Learning

ML: Example classification problem

Martian sand dunes classification

Image credits: NASA/JPL/MSSS.
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Optimization for Machine Learning

ML: Example classification problem

del: Vine copula classifier

Compute the copula data D}y and D3 Compute the Kendall's tau matrices,

W' and W2 from D} and D3 respectively.
Then, obtain W.sum.

w |+ w2 [=|wsum

Select the pair-copulas | i
of T, and estimate their

2
parameters from p{ and p?

Select the MWST T;
using W.sum

e ] e ©—0©




Optimization for Machine Learning

ML: Example classification problem

Model validation: Vine copula classifiers

Classifier Accuracy AUC
DS method, unmixed classifiers
D-vine-P-g 81,0 76,1
R-vine-P-g 84,3 88,2
D-vine-t2-t1-N-g 85,7 86,5
R-vine-t1-t1-N-g 87.3 90,1
DS method, partially-mixed classifiers
D-vine-t4-t2-Sel-g 89,8 91,3
R-vine-t3-t4-Sel-g 92.6 94,0
DS method, fully-mixed classifiers
D-vine-t4-t4-Sel-sel 92,1 92,5
R-vine-t5-t7-Sel-sel 95,2 98.8
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Optimization for Machine Learning

Optimizing learning algorithms

Application of optimization methods

@ Bayesian optimization for hyperparameter selection.
@ Optimization of Machine Learning pipelines.

@ Neuro-evolution of neural network architectures.

R. Santana Machine learning and optimization



Optimization for Machine Learning

Open problem: How to select the ML components?

@ Data imputation (substituting missing data).
@ Dimensionality reduction.
@ Feature selection or extraction.
@ Choice of the classifier (or regressor)
@ Finding the parameters of the classifier.
Classification Methods: Feature Preprocessors.
Imputation Methods:
Bernuilli Naive Bayes Recursive Feat. Elimination Binarizer
Decission Tree Select From Model Mean Imp. Fast Independent Comp.
Extra Tree Classifier Select From Model (Regres.)| EM Imp. Ana
Gaussian Naive Bayes Select FWE Median Imp. Feat. Agglomeration
Gradient Boosting Class. Select K-Best Most Freg. Imp. Max. Abs. Scalar Scaling
Nearest Neighbor Class. Select Percentile MICE Min.-Max. Scaling
Linear Support Vector Class. Variance Threshold Max. Val. Imp. Normalizer
Linear Regression N ] . Nystroem )
Multinomial Naive Bayes " Princ. Comp. Analysis
Random Forest RBF
Robust Scaler
Standard Scaler

Pipeline

Machine learning and mization



Optimization for Machine Learning

Automatic ML pipeline generation

@ matrix

Pipeline

—— complete reduced
» Imputation PCA KNN
matrix - matrix -

Figure 1: Pipeline example

classes
——
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Optimization for Machine Learning

Automated Machine Learning

@ Sequential organization of ML operators
@ Input: Data (set of observations)

@ Output: List of classes (or dependent variable values, clusters,
etc.)

-~

Automatic ML pipeline generation

@ Goal: Given a set of data, create a sequence of ML processes
that maximizes the accuracy of the model.

A\

D U. Garciarena, R. Santana, and A. Mendiburu

Analysis of the complexity of the automatic pipeline generation problem
Proceedings of the 2018 Congress on Evolutionary Computation (CEC-2018)., Pp. 1-8. 2018
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Optimization for Machine Learning

Investigating the complexity of ML Pipelines

Data pre-treating methods

@ 12 preprocessing methods from sklearn + 1
e PCA
@ Scaler
o ...

@ 5 selection methods from sklearn

@ Recursive feature elimination
@ Variance threshold

o ... v
@ 10 from sklearn + 1
@ Random forest

@ k-Nearest neighbors
° ...
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Optimization for Machine Learning

Database benchmark

# Database N.Cases | N.Feats. | Disc. | Bin. | Cont. | n | H,
1 Adult 48842 14 7 1 6120.79
2 AIDS 50 4 2 0 212|100
3 Asbestos 83 3 1 1 11210.99
4 | Bankruptcy 50 6 1 0 5(2|1.00
5 Boxing1 120 3 2 1 012093
6 Boxing?2 132 3 2 1 02| 1.00
7 | Cyyoung8092 97 10 1 2 71210.81
8 Fraud 42 11 1 10 0|210.8
9 Australian 690 14 4 4 612099
10 Auto 202 25 13 3 9151095

Table: Databases used for the grid search.
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Optimization for Machine Learning

Primary experimental part

@ Apply all possible pipeline combinations to DB6 and DB9Y,

simulating a train/test scenario
>

Reduced search space

@ Reduced parameter value pool
o k-NN, k € [1,100) — k € {30, 60,90}

@ Pipeline length fixed to two

o Grid search

A\
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Optimization for Machine Learning
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Figure: Pipeline results, discerned by the DB and classifier
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Optimization for Machine Learning

Neuroevolution

<t ¢
S —

Figure: Complex network architectures
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Optimization for Machine Learning

Neuroevolution

Data

p(x = Real)
x/, New data

Figure: Schematic GAN representation
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Optimization for Machine Learning

GAN components

Discriminator and Generator hyperparameters (MLPs)
@ Structure
@ Number of layers (and neurons on them)
o Activation functions
o Initialization functions
@ Training
@ Batch size
o Number of epochs

GAN specific hyperparameters

@ Prior probability distribution

@ Update frequencies

@ Loss function and Gradient descent technique (w/ parameters)

R. Santana Machine learning and optimization



Optimization for Machine Learning

Pareto set approximation problem
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Figure: Two examples of approximations to the same Pareto front.

Machine learning and optimization



Optimization for Machine Learning

Pareto set approximation problem

Description

@ Its corresponding Pareto set is given by another function, e.g.

B 0.5(1+ =22
Xji =X

FILF7,F8 (n=10)




Optimization for Machine Learning

Neuroevolution

IGD

Generate

Figure: Training GAN for approximating Pareto sets.
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Optimization for Machine Learning

Evolvable GAN components

Possible values for each component

@ Number of hidden layers: [1, 10]
@ Number of neurons per layer: [1, 50]

@ D-G update frequencies: [1, 5]

[ Latent variable [ Activation function [ Loss function ]

uniform None Total var.
normal relu Standard. Div.
elu Forward KL
Weight initialization softplus Reverse KL
xavier softsign Pearson x?
normal sigmoid Least square
uniform tahn

Machine learning and optimization




Optimization for Machine Learning

Evolving GAN components

Genetic algorithm

@ Individual: GAN descriptor
@ Crossover: P' = (G',D"), P> = (G*, D?) —
— 0'= (G, D"),0* = (G, D?)

@ Mutation:
@ Add, change, or delete layer
o Change activation, loss, initialization, prior functions
@ D-G update frequencies

R. Santana Machine learning and optimization



Optimization for Machine Learning

Evolving GAN components

Algorithm 1: An algorithm for finding GAN architectures

1 Set t < 0. Create Dy, N random GAN:Ss.

2 do{

3 Evaluate D;

4 Select D} € D, |D}| < N

5 Create O; by applying genetic crossover

6 Apply mutation operator to Oy

7 Create Dyy1 by selecting the best solutions in {D;, O;}.
8

9

t<=t+1
} until Termination criteria are met.

R. Santana Machine learning and optimization



Optimization for Machine Learning

Pareto set approximation problem
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Figure: Two examples of approximations to the same Pareto front.

Machine learning and optimization



Optimization for Machine Learning

Evolutionary framework experimentation

©

Determine whether a genetic approach can evolve GANs that
improve the PS approximations

@ Determine the scalability of the approach

8 Functions, Solution sizes: 10, 28 x 28 = 784

Bi-objective: Minimize both IGD and elapsed time
Population: 20 individuals, Generations: 500

NSGA Il selection, 30 runs

R. Santana Machine learning and optimization



Optimization for Machine Learning

Scalability results

Functions Functions

Time (s)

Figure: Average IGD value and the related time elapsed of the best GANs
(in terms of IGD) found by the GA at generations 1, 250, 500, n = 784.
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Machine learning for optimization

EDAs for optimization problems

Real-word problems
Theoretical fumetions

@ Vehicle routing problems
(Santana et al:2017)

@ Multi-objective Flowshop
sched. (Zangari et al:2017)

@ Optimal channel selection in
MEG and EEG recordings
(Astigarraga et al:2016)

@ Multi-objective dynamic
problems (Cheriet et al:2019)

@ Multi-objective knacksack
problems (Martins et al:2018)

® Many-objective benchmarks
(Castro Jr. et al:2016)

i ® Quasiparticle braids (Santana
@ Cryptographic problems et al:2015)

(Picek et al:2015) >
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Machine learning for optimization
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Machine learning for optimization

Language representation problem

Word representation

@ One-hot-encoding: Each word in a vocabulary of n words is
represented by a single binary variable.

@ A sentence is represented by a vector where very few variables
have value 1.

- >

@ The word order is lost in the representation.

@ Very large vectors are required.

R. Santana Machine learning and optimization



Machine learning for optimization

Language representation problem

Word embeddings

@ Each word of a given corpus is encoded by a vector of real
values.

@ Several NLP tasks can be efficiently implemented on it.

Other advantages

@ Simple vector algebraic operations can capture some semantics
encoded in the vector space.

R. Santana Machine learning and optimization



Machine learning for optimization

Language representation problem

[ word [ x0 [ x1 [ x2 ]
boy 0.80 1.1 -1.13
amazing | -1.14 | -0.1 | -0.92
honest 2.01 -0.5 1.42
good 0.75 1.8 -0.09
bad -0.1 -2.1 1.34

Table: Examples of embeddings in three dimensions.

Machine learning and optimization




Machine learning for optimization

Learning word embeddings

SUM

Wi41

Wi4-2

Figure: Continuous Bag-of-Words (CBOW) model as proposed in (Mikolov
et al:2013).
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Machine learning for optimization

Learning word embeddings

@ A feed-forward neural net language model (Bengio et al: 2013) with a number of added
changes.

@ Given the surrounding words, learns the word most likely to be in the center.
@ The hidden layer has been removed

@ Very efficient for learning from millions of words.

Other models: Skip-gram

@ Learns to predict the surrounding words of a given word in a sentence.

R. Santana Machine learning and optimization



Machine learning for optimization

Semantic spaces

Word embeddings

@ Regularities can be manifested as constant vector offsets between pairs of words
sharing a particular relationship.

@ Semantic relationships: Gender-inflections, Geographical relationships, etc. can be
recovered.

. o
Relationships captured by embeddings

%
@ We use W to represent the vector representation of the word W.

= ==b =5 =h
@ Example 1: geckos — gecko ~ ants — ant.

—
@ Example 2: king — mah + womah = queeh

A\
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Machine learning for optimization

Semantic spaces

Word embeddings

talking

walkin
Boy d

man

talk
girl walk

woman

rning and optimization



Machine learning for optimization

Example
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Machine learning for optimization

Example
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Machine learning for optimization

Research questions

Main question

@ Can other types of algebraic operations between embeddings
support more precise semantic relationships or unearth more
complex or subtle relationships hidden in the semantic spaces ?

@ We propose to automatically find such relationships using
genetic programming (Koza:1992) .

R. Santana Machine learning and optimization



Machine learning for optimization

Genetic Programming

@ An evolutionary algorithm that searches in the space of
programs.

@ A fitness function is defined to assess the quality of each
program.

@ Selection methods are applied to select a number of
high-performing programs.

@ Recombination operators allows to generate new programs.

@ A variety of representations have been used to represent
programs.

R. Santana Machine learning and optimization



Machine learning for optimization

Paper’s questions

Goal

@ Use GP to find a sequence of word vector operations that captures a semantic
relationship implicitly encoded in a set of training examples.

Case problem: Proposal

| \

@ Analogy task: Consists of answering a question such as: “ais to b as c is to ?”.
@ Example: Tokyo is to Japan as Bangkok is to XXXX ?

@ A correct answer is the exact word that would fit the analogy.

GP objective

| \

@ Produce a vector whose closest word in the corpus is the one that correctly answers
the question.

A\
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Machine learning for optimization

Word analogy task examples

[ Group [ word 1 [ word 2 [ word 3 [ Answer ]

4 boy girl sons daughters
5 amazing | amazingly slow slowly

6 honest dishonest known unknown

7 bad worse old older

8 bad worst good best

9 code coding walk walking
11 dancing danced feeding fed

12 banana bananas car cars

13 decrease | decreases say says

Table: Examples of questions in the word analogy task.

Machine learning and optimization



Machine learning for optimization

Generation of the embeddings

@ We use text8.zip corpus, extracted from the English Wikipedia.

. It comprises
71291 words.

@ The original word2vec implementation of (Mikolov et al:2013).

@ CBOW network is trained from the corpus to generate embeddings.

Parameter || vectorsize | Window | negative | hs
Value 200 8 25 0

Parameter sample threads binary iter
value Te-4 6 1 15

Table: Parameters used by word2vec to train the CBOW model.

R. Santana Machine learning and optimization



Machine learning for optimization

Problem benchmark: word analogy task

[ Group [ Name [ Nqorig [ Nq ]

4 family (gender inflections) 506 305

gram1-adjective-to-adverb 992 755
6 gram2-opposite 812 305
7 gram3-comparative 1332 | 1259
8 gramd4-superlative 1122 505
9 gram5-present-participle 1056 991
11 gram7-past-tense 1560 1331
12 gram8-plural (nouns) 1332 991
13 gram9-plural-verbs 870 649

Table: Description of the word analogy task benchmark, where Nqog is the
number of questions in the original database and Ngq is the number of
question after removing those words that do not appear in shortened
corpus.

Machine learning and optimization



Machine learning for optimization

Solution representation

Operators

@ A solution is a sequence of algebraic operations represented as trees.
@ Each tree receives three vectors as input (terminal).

@ The three outputs a single vector.

[ B. [ wop v H u. [ opw H u. [ opw ]
add w+v neg —w Roll (wa -, wn,wi)
sub w—v diff | 1+ w Rint int(w)
mul Wk v abs | abs(w) Half %w

saveDiv | w%v cos | cos(w) Norm m
sin | sin(w) Loglp | log(1+ Norm(w))

Machine learning and optimization



Machine learning for optimization

Problem representation
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Machine learning for optimization

Description of the GP approach

@ Tree-based genetic programming.

Truncation selection.
Uniform mutation (a subtree is replaced by another random subtree) (pm = 0.5).
One point crossover (pex = 0.5).

Population size N = 500.

¢ © 6 ¢ ¢

Stop criterion maximum number (ngen = 250) of generations.

R. Santana Machine learning and optimization



Machine learning for optimization

Description of the GP approach

Fitness function

@ FO0: Finding the word in CBOX that is closest to ANS. The final fitness is the proportion
of questions in the training set that were correctly answered.

Enhancements

@ Limited number of function evaluations.

@ Restricted vocabulary size for interrogation. This reduces the computational time of
the fitness function.

@ Partial evaluation: Each program is trained on a fraction c of the questions from the
training set.

R. Santana Machine learning and optimization



Machine learning for optimization

Description of the GP approach

Enhancements

@ Early halt: While sequentially evaluating the questions in the (random subset of the)
training set, the program does not complete the evaluation of all questions and halt if:

@ A NAN output is generated for any of the questions.
e If after at least ten questions have been “answered” the proportion of correctly
answered questions is at some point below 0.05.

Machine learning and optimization



Machine learning for optimization

Experimental framework

@ Determine the quality of the programs generated by GP.

(] gompare GP iesults with those obtained by the application of the linear algebraic rule
d=¢—d+ b

@ Evaluate the transferability of the best programs by applying them to a vector space
comprising 3 - 10° vector.

- >
@ For each fitness function and each group of questions, 30 independent runs of the
algorithms were executed.

@ Intotal, 9 X 30 = 270 executions were conducted.

R. Santana Machine learning and optimization



Machine learning for optimization

GP results

Group Training set Test set rule
max. [ mean max. [ mean
4 84.21 | 82.74 83.66 | 82.77 77.70
5 24.67 21.62 26.46 21.31 16.16
6 49.34 | 41.86 50.98 | 41.11 24.92
7
8
9

67.09 66.00 61.27 58.62 60.44
46.83 | 44.96 41.11 38.72 40.40
48.08 | 45.09 44.56 39.89 36.83

11 45.71 41.97 46.70 44.47 37.94
12 76.16 73.13 72.38 69.41 66.50
13 49.69 40.42 38.77 32.38 34.21
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Machine learning for optimization

Transferability experiments

@ The best program generated in the last generation of each execution of the GP
algorithm was selected.

@ This set of 270 programs using the word2vec GoogleNews vectors.
@ They have a larger dimension (300 versus 200 in the text8
vector space).
© Comprise around 3 million words.
@ Contain all words for the 13 original groups of questions
introduced in Mikolov et al:2013.
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Machine learning for optimization

[Growp [ 4 T 5 [ 6 [ 7 [ &8 [ 9 [ m [ 12 [ 13 [ rue |
1 7780 [ 6341 | 5143 [ 81.72 [ 8149 | 7623 [ 8141 | 7860 | 8149 81.49
2 1468 | 1087 [ 208 | 1618 | 1595 | 1468 | 16.07 | 16.07 | 1595 15.95
3 6594 | 4116 | 3362 | 7275 | 7275 | 69.06 | 6898 | 7048 | 74.17 72.75
4 7327 | 6218 | 4871 | 77.62 | 7762 | 7366 | 7723 | 77.62 | 71.62 77.62
5 27.75 | 1877 | 1766 | 2886 | 28.86 | 2139 | 29.87 | 2886 | 28386 28.86
6 3416 [ 27.87 | 2861 | 32.68 | 3243 | 34.28 | 3354 | 3231 32.43 32.43
7 8866 | 6319 | 7183 | 8956 | 89.56 | 8633 | 89.93 | 8926 | 8956 89.56
8 6521 | 4826 | 3327 | 6753 | 6753 | 4665 | 69.05 | 68.06 | 67.53 67.53
9 7090 [ 6000 | 6190 | 7318 [ 7318 | 6199 [ 71.09 [ 7270 | 74.41 73.18
10 8517 | 8379 | 7178 | 8542 | 8542 | 8223 | 8536 | 8536 | 8542 85.42
11 6292 | 4330 | 4869 | 6844 | 6620 | 6427 | 6446 | 66.13 [ 66.20 66.20
12 7693 | 7476 | 7468 | 7836 | 7836 | 7513 | 7821 | 7814 | 7836 78.36
13 5512 [ 2175 | 2969 | 65.71 | 6387 | 5685 | 6283 | 6283 | 63.87 63.87
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Conclusions

Conclusions

@ Compositional methods are necessary to extend semantic relationships to multi-word
constructions.

@ We have proposed representing compositional vector operations as simple programs.
@ These programs can be automatically learned from data using GP.

@ Programs can be evolved to achieve higher accuracy than the human rules conceived
to manipulate the words.

@ They can be valid for datasets other than those from which they have been learned,
i.e., they are transferable.
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