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Optimization problems

x∗ = argmaxxf (x) (1)

f : S ← R: the objective or fitness function

x = (x1, . . . xn) ∈ S is a solution

S: the search space

Santana Discovering and using the structure of real-world optimization



Intelligent Systems Group

Learning while optimizing

EDA applications

Extending learning in optimization

Conclusions

Optimization problems

EDAs

Probabilistic graphical models

EDA applications

EDA applications

Image reconstruction (Ochoa:1999)

Software testing (Sagarna:2004)

MRI magnet design (Yuan et al:2005)

Multispeed planetary transmission design (Simionescu et al:2006)

Nurse scheduling (Li and Aickelin:2006)

Multivariate calibration models for quantitative chemical applications (Mendiburu et al:2006)

Dynamic pricing (Shakya et al:2007)

Agricultural biocontrol (Wu et al:2008)

Optimization of cancer chemotherapy (Brownlee et al:2008)

Load dispatch optimization of power systems (Wang et al:2010)

Selection of web services (Cheng et al:2012)

Topological quantum computing (Santana et al:2014)

Flowshop scheduling (Ceberio et al:2014)
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Optimization problems: Issues involved

Type of representation

Binary

Integer

Continuous

Mixed representation

Permutations

Evaluation cost

Cheap to evaluate

Highly costly

Noisy functions

A priori information

Differentiable and

continuous

Discontinuous but function

expression given

Black box optimization

Other issues

Number of variables

Range of values per

variables

Constraints
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Probabilistic graphical models

From black-box-based to model-based

optimization

Black-box optimization

Few or none information about the problem structure

Goal: Optimize and learn a model of the problem
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From black-box-based to model-based

optimization

Black-box optimization

Few or none information about the problem structure

Goal: Optimize and learn a model of the problem
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Pop-based algorithms that learn regularities

Algorithm 1: Learning and using regularities

1 Set t ⇐ 0. Generate M points randomly.

2 do {

3 Evaluate the points using the fitness function.

4 Select a set DS
t of N ≤ M points according to a selec-

tion method

5 Extract regularities from DS
t and use them to generate

new M points.

6 t ⇐ t + 1
7 } until Termination criteria are met.
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Pop-based algorithms that learn regularities

Learning and using regularities: Key issues

Population: Several solutions are simultaneously used to

explore the search space.

Selection: Not all solutions are equally interesting.

Finding an using regularities: What patterns are shared

and how to combine them in the new solutions?

Generational: The process is iterative. Solutions and

relevant regularities change over time.
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Estimation of distribution algorithms

EDAs

Use a probabilistic model to represent promising solutions.

Machine learning methods are used to learn and sample

the models.

Some variants can deal with problems where variables

exhibit strong interactions.

They do not depend on the order of variables as genetic

operators do.

Probability theory as a solid theoretical foundation for the

study of EDAs.
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Pseudocode of an EDA

Algorithm 2: Estimation of distribution algorithm

1 Set t ⇐ 0. Generate M points randomly.

2 do {

3 Evaluate the points using the fitness function.

4 Select a set DS
t of N ≤ M points according to a selec-

tion method

5 Calculate a probabilistic model of DS
t .

6 Generate M new points sampling from the distribution
represented in the model

7 t ⇐ t + 1
8 } until Termination criteria are met.
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Dt

Selection ρs
t (x)

Learning ρa
t (x)

Sampling

Dt+1

Figure : Joint probability distributions determined by the components
of an EDA. Dt , Dt+1: populations at generation t and t + 1; ρs

t (x),
ρa

t (x): Joint probability distributions determined by selection and the
probabilistic model approximation.
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EDAs: Foundational work

Some previous GA work that

led to EDAs

Syswerda (1991): Bit-based simulated crossover
(BSC)

Baluja et al. (1993): Population-based incremental
learning

Mühlenbein and D. Schlierkamp-Voosen (1993):
Breeder genetic algorithm

G. Syswerda,

Simulated crossover in genetic algorithms.
Foundations of Genetic Algorithms, Pp. 239-295.
Morgan Kaufmann. 1993.

S. Baluja and R. Caruana,

Removing the genetics from the standard genetic
algorithm.
Research Report CMU-CS-95-141,
Carnegie-Mellon University. 1995

H. Mühlenbein and D. Schlierkamp-Voosen,

The science of breeding and its application to the
breeder genetic algorithm (BGA),
Evolutionary Computation, Vol. 1, No. 4, Pp.
335-360. 1993
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Probabilistic graphical models

Probabilistic graphical models

A probabilistic graphical model (PGMs) for X = (X1,X2, . . . ,Xn) encodes a graphical
factorization of a joint probability distribution p(x)

It has two components:

A structure S (e.g. directed acyclic graph for Bayesian networks).
A set of local marginal probability values.

S represents a set of conditional independence assertions between the
variables.
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Probabilistic graphical models

Bayesian networks

Bayesian network: A probabilistic graphical model in which the graphical
representation is a directed acyclic graph.
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Complexity of the probabilistic model

Univariate models

Variables are independent

No interaction is modeled

Very efficient model

p(x) =
∏

i p(xi)

Multivariate models

Can represent variables

interactions

Variables are grouped into,

some time overlapping,

factors
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What can the probabilistic models provide?

Knowledge extraction from models

Information about the role of the variables: Relevant and

superfluous variables

How variables interact to influence the function?

Which variables values are the most frequent in the good

solutions?

Does the problem exhibit any sort of global structure?

Are there symmetric relationships between the variables of

the problem?
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Optimization problems

Bioinformatics

Gene selection for cancer
classification (Blanco et al:2001)

Gene expression data clustering
(Pena et al:2004)

Splice site prediction (Saeys et
al:2004)

Protein folding problems (Alden:2007,
Chen et al: 2009, Santana et al
2004:2007:2008)

SNP tagging selection (Santana et
al:2010)

Molecular docking (Soto et al:2012)

Neuroscience

Conductance-based compartmental
model optimization (Santana et
al:2010)

Neuroevolution (Holker:2011)

Optimal channel selection in MEG
and EEG recordings (Santana et
al:2011,Santana et al:2012)

Optimal Neuronal Wiring
(Anton-Sanchez et al:2013)
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Protein folding

Definitions

A protein is a sequence of

aminoacids

Protein sequences fold into

a native 3-d structure

The native structure of a

protein is the one for which

the free energy is minimum

Laws that govern protein

folding are unknown
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Computational approaches to protein folding

Computational models

Hydrophobic-Polar (HP) model (Dill: 1985)

Off lattice models (Hsu et al: 2003)

Rotamer configurations and rotamer libraries (Ponder and

Richard: 1987)

Detailed atom-based models (Lazar et al: 1997)
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HP model protein

Characteristics

Type of residues:

hydrophobic (H) and

hydrophilic or polar (P)

Located in regular lattice

models

In the lattice, residues form

self-avoided paths

Energy interactions:

defined from H-H and H-P

contacts

Example

b

bbb

b

b

b

b

b

b

bc

bcbcbcbc

bc

bc

bc

bc bc

Figure : Fold for sequence
HPHPPHHPHPPHPHHPPHPH
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HP model

Energy function

Interactions between topological neighbors:

ǫHH = −1
ǫHP = 0
ǫPP = 0

Problem representation: Relative codification

Given a sequence with n aminoacids, the solution is a

vector of dimension n

Xi represents the relative movement of residue i with

respect to the two previous residues in the sequence

In a 2-d lattice: Xi ∈ {0, 1, 2}
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

connected neighbors
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Energy evaluation for a configuration of HHHPHPPPPPH

connected neighbors
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

topological neighbors
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

Energy=
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Energy evaluation for a configuration of HHHPHPPPPPH

ǫHH = −1

Energy=
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

ǫHH = −1

Energy= -1
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

ǫPP = 0

Energy= -1
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

ǫPP = 0

Energy= -1+ 0
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

ǫPP = 0

Energy= -1+ 0 + 0
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

ǫPH = 0

Energy= -1+ 0 + 0 + 0
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HP model

Energy evaluation for a configuration of HHHPHPPPPPH

Energy= -1+ 0 + 0 + 0 = -1
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Figure : Multiple folding configurations for the same sequence.
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HP problem

Solution representation

(0, 0,−,−,−,−,−,−,−,−,−)
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HP problem

Solution representation

(0, 0, 1,−,−,−,−,−,−,−,−)
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HP problem

Solution representation

(0, 0, 1, 2,−,−,−,−,−,−,−)
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HP problem

Solution representation

(0, 0, 1, 2, 2,−,−,−,−,−,−)
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HP problem

Solution representation

(0, 0, 1, 2, 2, 1,−,−,−,−,−)
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(0, 0, 1, 2, 2, 1, 1,−,−,−,−)

Santana Discovering and using the structure of real-world optimization



Intelligent Systems Group

Learning while optimizing

EDA applications

Extending learning in optimization

Conclusions

Protein folding in the HP model

Side chain placement

HP problem

Solution representation

(0, 0, 1, 2, 2, 1, 1, 2,−,−,−)
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Solution representation

(0, 0, 1, 2, 2, 1, 1, 2, 2,−,−)
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Solution representation

(0, 0, 1, 2, 2, 1, 1, 2, 2, 0,−)
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Solution representation

(0, 0, 1, 2, 2, 1, 1, 2, 2, 0, 2)

Santana Discovering and using the structure of real-world optimization



Intelligent Systems Group

Learning while optimizing

EDA applications

Extending learning in optimization

Conclusions

Protein folding in the HP model

Side chain placement

HP instances

Santana Discovering and using the structure of real-world optimization



Intelligent Systems Group

Learning while optimizing

EDA applications

Extending learning in optimization

Conclusions

Protein folding in the HP model

Side chain placement

EDAs: probabilistic model used

Markov-chain model

pMK (x) = p(x1, . . . , xk+1)
n∏

i=k+2

p(xi | xi−1, . . . , xi−k )

Tree model

pTree(x) =
n∏

i=1

p(xi | pa(xi))

Mixture of trees model

pMT (x) =

m∑

j=1

λjp
j
Tree(x)
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HP model: Results
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Marginal probabilities

pHP(x3, x4, x5)
Seq 0 −− 1 −− 2 −−

−00 0.000 0.057 0.069

−01 0.035 0.036 0.038

−02 0.035 0.036 0.035

−10 0.029 0.034 0.035

−11 0.038 0.040 0.038

−12 0.035 0.034 0.029

−20 0.035 0.036 0.035

−21 0.038 0.036 0.035

−22 0.069 0.057 0.000

pHP(x3) · pHP(x4) · pHP(x5)
Seq 0 −− 1 −− 2 −−

−00 0.036 0.042 0.036

−01 0.036 0.042 0.036

−02 0.036 0.042 0.036

−10 0.033 0.038 0.033

−11 0.033 0.039 0.033

−12 0.033 0.038 0.033

−20 0.036 0.042 0.036

−21 0.036 0.042 0.036

−22 0.036 0.042 0.036
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Marginal probabilities

pHP(x3, x4, x5)
Seq 0 −− 1 −− 2 −−

−00 0.000 0.057 0.069

−01 0.035 0.036 0.038

−02 0.035 0.036 0.035

−10 0.029 0.034 0.035

−11 0.038 0.040 0.038

−12 0.035 0.034 0.029

−20 0.035 0.036 0.035

−21 0.038 0.036 0.035

−22 0.069 0.057 0.000

pHP(x3) · pHP(x4) · pHP(x5)
Seq 0 −− 1 −− 2 −−

−00 0.036 0.042 0.036

−01 0.036 0.042 0.036

−02 0.036 0.042 0.036

−10 0.033 0.038 0.033

−11 0.033 0.039 0.033

−12 0.033 0.038 0.033

−20 0.036 0.042 0.036

−21 0.036 0.042 0.036

−22 0.036 0.042 0.036

Regularities are captured by the marginal probabilities
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Relevant partial structures

Figure : Configurations with highest probabilities: Helices

Figure : Configurations with smallest probabilities: self-intercepting
chains
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Information extraction

Figure : Helices are present in the best solutions.
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Proteins

Proteins in detail

Side chains join to the backbone forming dihedral angles

Rotamer: single side chain conformation represented by a

set of discrete values

Figure : From left to right: original pdb1mrj protein structure, its

skeleton, and the side chains.
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Rotamers and rotamer libraries

Characteristics

A rotamer library is a collection of rotamers for each

residue type

Rotamer libraries can be backbone-independent or

backbone-dependent

The optimization problem is ’reduced’ to the search of the

optimal rotamer configuration for each residue
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Representation

Energy function

Let Ki be the number of feasible rotamer configurations for

residue xi

E(xi) is the energy interaction between the rotamer and

the backbone

E(xi , xj) is the interaction energy between the couple of

rotamers

E(x) =
n∑

i=1

E(xi) +
n−1∑

i=1

n∑

j>i

E(xi , xj)
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Integrated optimization approach

Steps for the solution of the problem

Problem reduction: Dead-end elimination algorithm

(DeMaeyer et al: 2000)

Global search: UMDA

Solution refinement: Variable neighborhood search (VNS)

(Mladenovic and Hansen: 1997)
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Experimental results

Protein benchmark

325 X-ray crystal structures with a resolution better than or

equal to 2Å

The size of the proteins between 7 and 1982 residues

Results achieved by the Side-chain PRediction INference

Toolbox are taken as a reference
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Experimental results

Results for the protein benchmark

UMDA UMDA + VNS

pdb id best S mean ± σ best S mean ± σ

pdb1buu 200.23 12 200.70± 0.30 200.23 50 200.23± 0.00
pdb1bv1 132.54 50 132.54± 0.00 132.54 50 132.54± 0.00
pdb1ema 286.39 48 286.47± 0.37 286.39 49 286.41± 0.10
pdb1et9 227.14 16 227.66± 1.20 226.79 22 226.90± 0.09
pdb1h6h 97.95 15 98.44± 0.34 97.95 50 97.95± 0.00
pdb1hh8 374.63 1 414.96± 2.71 370.16 50 370.16± 0.00
pdb1mrj 232.66 3 239.23± 3.08 232.66 36 232.86± 0.31
pdb2fcr 236.28 50 236.28± 0.00 236.28 50 236.28± 0.00
pdb2ilk 138.54 50 138.54± 0.00 138.54 50 138.54± 0.00
pdb2tir 92.60 50 92.60± 0.00 92.60 50 92.60± 0.00
pdb3kvt 163.96 33 164.15± 0.34 160.50 50 160.50± 0.00

Table : Results achieved by UMDA and UMDA+VNS
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Learning and using symmetries

Figure : Skeleton and side chains found by an EDA for the tetramer
pdb1d2e.
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Information extraction
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Figure : Skeleton and best side chain configurations found by the EDAs. (Left):
Tree-EDA. (Right): Tree-EDAr .
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Current research

Research directions

Probabilistic modeling for multi-objective problems.

Methods for transfer learning between optimization

problems.

Learning and using symmetries in the search space.

Software development for practical EDA applications.
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Multi-objective optimization

Pareto dominance

A maximization problem with k objective functions

fi(x) → R, i ∈ {1, . . . , k}

The vector function f maps each solution x to an objective

vector f (x) = (f1(x), . . . , fk (x)) ∈ Rk
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Multi-objective optimization

Pareto dominance

The underlying dominance structure is given by the Pareto

dominance relation that is defined as

∀x, y ∈ X , x �F ′ y ⇐⇒ fi(x) ≤ fi(y) ∀i .

F ′ is a set of objectives with F ′ ⊆ F := (f1, . . . , fk )

The Pareto (optimal) set is given as

{x ∈ X |6 ∃y ∈ X \ {x} : y �F x ∧ x �F y}.
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Figure : Pareto front (stars) and dominated solutions (blue dots) for a
bi-objective problem
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Multi-objective optimization

Multi-objective optimization approaches

Goal: Find a Pareto-set approximation.

Use probabilistic modeling of solutions.

Provide the user with a set of solutions, with different types

of trade-offs between the objectives, for informative

decision making.
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Multi-objective EBNA

1 BN0← (S0, θ
0) where S0 is an arcless dag and θ

0 is uniform

2 p0(x) =
∏n

i=1 p(xi ) =
∏n

i=1
1
ri

3 D0← Sample M individuals from p0(x)

4 t← 1

5 do {

6 DSe
t−1← Select N individuals from Dt−1 using

Pareto-ranking selection.

7 S∗

t ← Use local search to find one network
structure that optimizes scoring metric

8 θ
t← Calculate θt

ijk using DSe
t−1 as the data set

9 BNt ← (S∗

t , θt )

10 Dt ← Sample M individuals from BNt

11 } until Stop criterion is met
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Channel selection in BCI domains

BCI data analysis

BioMEG-2010 Challenge question: Apply a classifier to predict in which direction
four subjects were covertly attending.

Evaluation of the results: Contestants should report the classification rate
(proportion of correctly classified trials) for each subject as computed using
leave-one-out cross-validation and report the classification procedure.

All 274 channels and occipitoparietal channels
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Problem approach

Factors in MEG data analysis

Type of information.

Type of classifier.

Channels from which information is extracted.

Classification

Regularized logistic regression using elastic net (Friedman

et al. 2009).

lambda selection: lambda that maximizes accuracy of the

training set.
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Selection of optimal channels

Feature subset selection approach using optimization

Find the set of channels (features) whose corresponding variables, passed to the
classifier, give the best accuracy.

A binary vector x = (x1, . . . , x274) represents a possible subset of channels.

Estimate accuracy with (less costly) 2-fold cross-validation accuracy.

Simultaneously optimize the accuracy for all the subjects with multi-objective
optimization, (likely) sacrificing accuracy but increasing robustness.

Reevaluate with leave-one-out cross-validation accuracy only solutions in the
Pareto set.
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Accuracy results for the four types of information and all 274 channels (top) and
occipitoparietal channels (bottom)
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Results

Answer to the challenge: Best achieved results using the combined type of
information

Subjects 1 2 3 4

Accuracy 0.8701 0.8505 0.8031 0.8031
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Analysis of the Pareto set solutions

Most informative channels can be automatically extracted from Pareto set of solutions and compared with a
priori known sets of involved brain areas.

The accuracy provided by each channel can be estimated by averaging accuracies of solutions where each
channel is involved.

Channels that were in at least 80% of Pareto set solutions (black) and average channel classification
accuracy (color)
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Subject 1 Subject 2

Subject 3 Subject 4

Figure : Channels that were identified as relevant.
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Results on a larger set of subjects
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Probabilistic modeling in multi-objective problems

Figure : Joint modeling of variables and objectives.
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Probabilistic modeling in multi-objective problems

Figure : Joint modeling of variables and objectives.
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Transfer Learning

Questions

What information extract from

the problems?

How to define relatedness

between problems?

How to transfer the available

information?
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Transfer Learning

Transfer Learning for

Optimization

Transfer of solutions

Structural transfer

Behavioral or algorithmic

transfer

Combined transfer
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TagSNPs Selection Problem

If an individual carries out a SNP then, with high probability

will carry out another “close” SNP

The value of one SNP can be used to predict the value of

other SNP

TagSNP selection problem:

Given a set of SNPs, find the minimum subset that

can be used to predict the rest of SNPs

Prediction ability is given in terms of correlation
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Datasets
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Aggregated Interactions for transfer learning
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Transfer Learning Results
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EDAs as network generators

EDAs generate dynamic networks

1 Extract structural components of the
models

2 Compute the topological measures on
the networks

3 Train the classifiers using the
network-derived measures as
features

4 Classify networks generated in the
solution of unknown problems
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Learning and using symmetries

Figure : Skeleton and side chains found by an EDA for the tetramer
pdb1d2e.
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Learning and using symmetries

How to identify and use symmetries in the problem?

Which types of symmetries are in the problem? Variables

symmetries and value symmetries.

Symmetry learning from data and models?

How to use the symmetries to sample more efficiently?

Could symmetries be used for adjusting the

representation?
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Software development

Making software available

Mateda: A Matlab package for EDAs.

Adding EDA modules to problem-domain software packages.

Pateda: An implementation of EDAs in Python.

Santana et al:2010

Mateda-2.0: Estimation of distribution algorithms in MATLAB.
Journal of Statistical Software

Su and Cho: 2011

Performance evaluation of an EDA-based large-scale plug-in hybrid electric vehicle charging algorithm.
IEEE Transactions on Smart Grids

Armananzas et al: 2012

Peakbin selection in mass spectrometry data using a consensus approach with estimation of distribution
algorithms.
IEEE/ACM Transactions on Computational Biology and Bioinformatics (TCBB)
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Conclusions

Probabilistic modeling in optimization has a great potential for understanding and
exploiting problem structure.

The use of a priori information, problem modeling, and information extraction
open new possibilities of application in the real world.

Transfer learning between problems and automatic detection of the symmetric
structure are also promising trends.
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